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Assignment 1A. Predicted Values, Residuals, anddderes of Goodness of Fit
© 2008 Samuel L. Baker

This script shows how to extend the spreadshest Assignment 1 so it can:
1. Calculate a predicted value of Y for an X vatoat you choose
2. Calculate the residuals for each observation
3. Use the residuals to calculate measures ofunathe regression line fits the observed
points.
4. Test the hypothesis that the true slope is O.
You will be turning in a printout of the spreadshgau create with this script.

Restarting and retrieving your spreadsheet

If your spreadsheet from Assignment 1 is still ba screen, skip below #dding columns for
predicted values and residuals

Otherwise, start Excel. After it loads, open tie ih which you saved Assignment 1. Do this by:

1. Clicking the Office Button and thenp@n
or
2. Pressingz +O

Change to the folder that has your file (on yoorage device, if you are in the computer lab), famad
your filename. Click it and click the Open button.

Adding columns for predicted values and residuals

We'll be adding columns G, H, I, and J. If you'tame columns A through J on your screen, make the
columns narrower.

In Excel 2007, click the Home tab, if its groupist showing already. Then, in the Cells sectidiokc
Format. Click Default Width... and tygein the box. Then click OK.

In Excel 2000 or 2003, click Format | Column | $end Width... from the menu. In the box that comes
up next, type’ and then OK.

Now we're ready to work. So you'll know where we'going, the next page shows what the spreadsheet
will look like when this script is done. Some afuy humbers will differ, of course.

! Proper grammar might be Wellness of Fit, but #mamnds too much like an exercise
program.
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1 _Ix Y Xdev XdevSg Xdev®™  Pred Resid ResidSg  YdevSg

2 100 40 -300 30000 -12000 39.64286 0.357143 0.127551 400

3 200 45 -200 40000 -9000 46.42857 -1.42857 2.040816 225

4 300 S0 -100 10000 -5000 53.2142% -3.21429 10.33163 100
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9
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11 Average 400 60 o 40000 2714.286 60 0 8.673469 192.8571

12 Coefficier Std. Err. Regression statistics

13 Slope 0.067857 0.006585 10.3042 s 3.48466

14 |Intercept 32.85714 R-squarec 0.355026

15
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Here is what the new columns do:

Column G calculates predicted values of Y. Pléasp in mind that these are the least squares
regression predicted values. This will be impadrtarassignment 2.

Column H has the residuals. These are the diféte®between the actual values of Y and the regmessi
predicted values of Y. They are calculated by mabing Column G from Column B. They show how
far the least squares regression line is from @aaft in the data.

The residuals and the actual values are manipuiatedlumns | and J. The sums of columns land J g
into the calculation of the standard error of tlups coefficient (“Std. Err” in the picture abovs),R,

and t. Those are our “goodness of fit” measuiidss means that our goodness of fit measures depend
on how close the regression line is to the datatpoi

The standard error of the slope coefficient shoms blose we think the slope we got is likely totbe

the true slope. s is a kind of average size ofél@uals. Ris a numerical measure of how well the line
fits the points. t tells us whether there is distigally significant relationship between X and ¥h other
words, t tells us how likely it is that the truest is 0, even though we got a slope estimateshnit O.
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Here's how we produce this spreadsheet:

What you type What it does

Move the cell selector to the top of column G, “Pred” will be the column heading for the

cell G1, and type: predicted values of Y. The predicted values
come from plugging the observed X values into

Pred r the regression formula.

Some textbooks call the predicted values the tfitialues.
The predicted values come from applying this foamul
Predicted Y = Intercept + Slope*X

to each of the X values. To reiterate, the predigtdues here are the least squares predictedsyalue
because they are calculated using the least sgslapsand intercept.

Let's do all the column headings now:

The selected cell should now be H1. In that
cell, type

Resid r Resid is for the residuals.

The residuals will be calculated by applying tlaenfiula,
Residual = Actual Y - Predicted Y

to each X value.

In 11, type:

ResidSq r The squares of the residuals will go in this
column. We need to sum these as part of the
goodness of fit formula.

In J1. type:

YdevSq | The squares of the Y deviations (the Y

deviations are each Y value minus the mean of
the Y’s) will go in this column.

The R formula uses these columns’ numbers. It compiwesum of the squares of the Y deviations
with the sum of the squares of the residuals. Ehsmeasure of how well the line fits the points.
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Let's fill in column G. Go to G2.

Type:

=b14+b13*b2 R

The predicted value of Y is Intercept+Slope*X.
B14 is the intercept. B13 is the slope. B2 is the
first X value.

Spreadsheets follow the standard math conventiomuttiplying before adding. This formula multipdie
what's in b2 by what's in b13, then adds the protguwhat's in b14.

We intend to copy G2 to the rest of column G. finst we have to put in some $ signs.

Why $ signs? As we copy this cell's formula dowa tolumn, we want only the b2 to change, to b3, b4
etc. We do not want the b13 and b14 to change wdére them to stay right on the cells for the slope
and intercept. Putting $ signs in the B13 and Bldow we tell Excel to not adjust those cell refiess

when we copy the formula to other cells.
Here is how to put in the $ signs:

Move the cell selector to G2 if it's not still tleer
Press:

2

The entry appears near the top of your screen
and in the cell, looking like this:

=B14+B13*B2

The cursor will be at the right end of the entry.
Click with your mouse or press a few times

to move the cursor on top of tBd3. You can

put the cursor on the B, 1, or 3. It doesn't matte
which. When it's there, press:

4 to make the B13 turn into $B$13.

Give B14 the same treatment, by moving the
cursor there and pressidg to change it to
$B$14.

The formula should now look like this:
=$B$14+$B$13*B2

R

to edit the entry in the current cell, G2.

We are editing the cell to add the $ signs to the
formula where they are needed so that it will
copy correctly.

This way, the B13 will not change in copies of
the formula. (Alternatively, you can just type in
the $ signs. Using the F4 key is slicker.)

Add $ signs so that the intercept reference stays
still, too.

This completes the editing of the formula.
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Copy the formula down the column from G2
through G8. Here's how:

With the cell selector in G2, copy that cell to the  We want to copy the formula in G2.
clipboard by:

PressingC +C, or

Left-clicking on the Copy icon.

Select the destination block of cells G2:G8 with
S andb or by left-clicking and dragging
with the mouse.

Paste from the clipboard with
C +V,or
the Paste icon. The predicted values are filled in.

The residuals are next. Move the cell selector to Each residual is the actual Y minus the
H2. Type: predicted Y. There is one residual for each row
of data in the table.

Once that = is typed, Excel is expecting a formie could just type the formula, as we've beemdpi
but there's another way that's more reliable. Exib@ws us to use the cell selector to pick out ce
references for formulas.

Click with your mouse on C2, or prelsd

[

to move the cell selector to C2. We're still
working on what to put in H2. The cell entry
there should sayC2.

Now press:

- That's the hyphen, which functions as a minus
sign. Our formula-in-process becon&s2-
and the cell selector jumps back to H2.

Click with your mouse on G2, or préss The formula in H2 becomesC2-G2. This is

to pick up G2. the actual Y (from C2) minus the predicted Y
(from G2).

Press:

R and the first residual appears in H2.

Let's fill in 12, the square of that residual, ugihe same method of pointing to the cells we vimour
formula.
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Click on 12, or press to move the current cell

to 12.

Press:

Click on H2, or presk
Press

*

Click on H2, or presd
Press:

R

Now let's do J2. Move the cell selector there
with:

Type:

=( An equals sign and an open parenthesis.

Click on C2, or presk seven times to pick up
C2.

Press:

Use the arrows or the mouse to move the cell
pointer to C11.

Press:

4 to changeC11 to $C$11.

Now close the parentheses:

)

The equals sign starts a formula. Now we can
point to the cells we want in the formula.

Puts H2 in the formula.

Puts * in the formula, and moves the cell
selector back to 12.

Cell 12 now has=H2*H2 in 12.

and the square of the residual appears in 12.

Column J is for the squares of the Y deviations.
We'll skip the intermediate step of filling in a
separate Ydev column.

Starfsiimeila.

Uses the mouse or the arrow keys to “point” to
cell C2 for inclusion in the formula.

to put in a minus sign.
The cell selector moves back to J2 by itself.

The average of the Y's is C11.
The formula, so far, is now =(C2-C11

This designates C11 as a cell reference that
should not change when we copy the formula in
J2 to another cell.

The formula so far calculates the first Y value
minus the Y mean. To get the square of this, we
can multiply this by itself. The easiest way to
do this, now that we can see the cell references
we want, may be just to type:
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*(c2-c11 Your formula should now be:

4 =(C2-$C$11)*(c2-$C$11)
)

When you have it right, press:
R This completes the cell entry.

You now have entries in H2, 12, and J2.
We can fill in the H, I, and J columns all at ofigecopying the block H2:J2 down to rows 3 through 8

Move the cell selector to H2. Then ...

Hold downS and use the arrows or the
mouse to move to J2. The selected block should Selecting a block across row two that you can
be H2:J2. use to fill in all the other rows.

Copy the cells to the clipboard by:
Choosing ©py off of the menu, or pressing

C +C.

Select the block of cells H2:H8 with This is the destination block.

andb or by left-clicking and dragging with the

mouse.

Paste from the clipboard wit@ +V or the All the blank spaces in the top part of the table
Paste icon. should be filled in.

Next, we need to copy our sum and average forntaltse empty spaces in new data columns.

Move the cell selector down to F10. Then
press:

S +b extends the selected block down Getting ready to copy and paste the column sum
to F11. and average formulas.

A note on how I’'m using the + sign in these instiarts: Windows documentation uses the + sign with
shift keys to indicate that one key is held downlathe other is pressed. For exam@e, +b

means hold down the shift key while pressing tmevakey. It doesn't mean to press My

instructions here also use the + sign to indiciegs where you actually want a plus sign, sudh as
formulas like =B14+B13*B2. Hopefully, the contexill make it clear what a “+” means.

Copy this block to the clipboard with +C or The sum and average formulas are now in the
the Copy icon. clipboard.
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Click again on F10.

S +r five times to make F10:J10 the We are copying a vertical block across a row, so

selected block. we designate just the top row of the area we
want filled in.

Paste from the clipboard, with +V or the The block F10:J11 should fill in with sums and

Paste icon. averages for each column.

Let's take a minute to look at the numbers thatEjcst calculated.

The average of the predicted values is the sartteeaaverage of the Y values. This is because the
regression line always goes through the mean,mecef gravity, of the data points.

The residuals sum to 0, or some number like -1Ehats very close to 0. This reflects one of the
assumptions on which the derivation of the regogskine formula is based, that the expected vafue o
each error from the true line is 0. (As explaiimedssignment 1, -1E-14 means -0.00000000000001. |
the sum of your residuals is this small, then wimatre seeing is just cumulative round-off err¥fiour
formulas are correct. If the sum of your residusét minuscule, check your formulas.)

Four goodness-of-fit statistics: The standard erroof beta-hat, R, s, and t

With the sum of the squares of the residuals aadtim of the squares of the Y deviations, we aqadi
out the R-squared, the most popular measure ofrgessdof fit. We can also figure out the standardre
of the regression ('s"). From that, we can cakeuthe standard error of the slope estimate. FEnan
we can calculate the Student's t statistic foingdhe hypothesis that there is no linear relaion
between Y and X.

Go down to H12. TypRegression Puts in a heading and labels for two of the
statistics and presf : formulas we are about to create.

Go down to H13. (You may be there already.) These formulas pertain to the whole regression,
Type s and pres® , so we call them Regression statistics.

Go down to H14. TypR-squared and press

R . That is too long to show in the cell, but
that is OK.
This is where we'll N
Move the cell selector to 114. put the R-squared E (Y _19)2
formula. = i
R?=1-%2L
Start by typing: o -
: _V\2
The first (and 1:21 (Yl Y
=1- easiest) part of the

R? formula.
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Use the arrow keys or the mouse to move the In the big fraction, the numerator is the sum of
cell selector to 110. the squares of the residuals (actual Y minus
predicted Y), which is in 110.

Then press:
/ / is the symbol for division

Click on cell J10, or use the arrow keys to move  The denominator of the fraction is the sum of

the cell selector to J10. the squares of the Y deviations from the Y
mean.

The formula should reasil-110/J10

When it does, presR . The R-squared formula is complete!

The R-squared tells us how the spread of the Yegadwound the regression compares with the spifead o
the Y values from their average.

If the Y values are a lot closer to the regressiimmthan they are to their average, the linedasd
(well). In that case, 110/J10 will be close tx0,the R-squared (1-110/J10) will be near 1.

If the Y values are just about as far from the lisethey are from their average, 110 will be alnassbig
as J10. 110/J10 will be near 1, so the R-squaiblidbeclose to 0. In that case, the line isnindaany
good as a prediction aid.

The next statistic we'll calculate is s, the staddaror. s may be considered
an estimate of the standard deviation of the effrora the true line.

Move the cell selector to 113. Type: s =
sqrt is the

=sqrt( abbreviation for the
square root function. It takes the square root of
whatever is inside the parentheses.

Click on 110, or use the arrow keys to move the 110 has the sum of squared residuals,
cell selector to 110, or just typ&0 N
512
2(¥,-7)
=1
Then press: We want to divide by what is called the

"degrees of freedom".
/

The degrees of freedom in a simple regressioreisittmber of observations (7 here) minus 2. Tle 2 i
because our a simple regression equation has taopters, the interceptand the slope.
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Type (after the /):
The count function counts the number of non-
(count(e2:e8)-2)) blank entries in the range of cells you specify.

We could just type a 5 for the denominator, b lietter to do a formula. Using a formula allows yo
change the size of your data set and still getigte answer, without having to remember to chathige
cell entry.

When finished, the formula for this cell is Please don't be discouraged if it takes a couple

=SQRT(110/(COUNT(E2:ES8)-2)) of tries to get this formula right. Nested
parentheses can be tricky. There are three left
and three right parentheses. One set of
parentheses is for the square root, one set is for
the denominator of the fraction, and one is for
the count function. Excel color-codes
parentheses, which helps.

When you have it right, press Completes the formula for s.

Now we will put in some statistics that pertairthie slope coefficient, our estimate of the slopthef
true line.

In B12, typeCoefficients and press Our slope and intercept estimates are called
R “Coefficients.” The word is too long for the cell
width, but that is OK.

In C12, typeStd. Err. PresR You could type Standard Error, but that would
also be too wide for the cell. We do have to
things we are calling “standard error.” This one
will be the standard error of the slope
coefficient. The s to the right is the standard
error of the regression, the whole model.

In D12, typet coeff=0  and pres® Under this will go the t-statistic for the slope
coefficient. This tests the hypothesis that the
true coefficient is O.

We do the standard error of the slope coefficient  The formula we will implement is this one:
first.
S

Std Errorof b =

N
Y2
(Xi - X)
i=1
Beta-hat's standard error is the regression’s

standard error divided a measure of the spread
of the X values.
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In C13, type= This gives us the numerator of the fraction
above.
Then click on cell 113 or typd.3

Type: /sqrt(
Then click on cell E10 or typel0 Luckily, the mess under the square root sign is

already in our spreadsheet. It's the sum of the
XdevSq's in cell E10.

Type: ) and pres® Finishes the square root function and enters the
formula.

Go to cell D13. The t-statistic is slope estimate divided by its

Type= standard error.

Click on cell B13 or typd®13

Type/

Click on cell C13 or typel3

PresR

t is our hypothesis tester. We can compare it Whighcritical t-value that we get from a t-tabl&.ou can
find a t-table in the file 716-tables for hypottesists.pdf, which you can download using the ¢éinkhe
syllabus web page.

We have seven observations, so our number of degfdeeedom is 5. According to the t-table, the
critical value in the column for 0.01 and the raw 5 is 4.03. That means that a t-valuje in our
spreadsheet of greater than 4.03 is needed fdfisagce at the 1% level. Similarly, a t-valujeatf
least 2.57 is needed for significance at the 5%llev

The t-value from my spreadsheet is 10.3 (from @geThis is bigger than 2.57. Therefore | carcegj
the hypothesis that the true slope is 0, at thesifiificance level. Also, since 10.3 is biggentla03, |
can reject the hypothesis that the true slopesistbe 1% significance level. How did your t-vagome
out? (I'll ask you to formally report your t-valiie the next section.)

Let's see what we can learn from how t is calcdlate

1. t is the coefficient divided by its standard errtn the denominator of the fraction for the
standard error is the square root of what is in.BAlhen you divide by a fraction, you invert and
multiply. This means that our t-value is higher wioair X values are more spread out. The more
different the values of X are, the easier it is¢e if Y depends on X. Does this make sense
intuitively? If you wanted to test the effect dfarolate consumption on acne, you would feed
different amounts of chocolate to different peopfeyou fed everyone the same amount, you
would not learn much about the effect of chocolate.

2. t is the coefficient divided by its standard errdhe bigger the coefficient — that the steeper
the slope of the least squares line — the moréylikeés to be statistically significant.
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3. The standard error of the coefficient is the d#ad error of the regression (s), divided by
something. s measures how big the residuals arayerage. The further the observed
points are from the line we draw, the smaller asrand the lessonfident we are that
there is a true relationship between our variables.

This spreadsheet is done! If you need to check@mnyulas, move the cell indicator to the
suspect cell. The formula will appear on the inmé. For reference, here are the formulas:

A B C D E

1 | Ix ¥ Xdev Xdevsq
2 100 40 =B2-5B511 =D2*D2
3 200 45 =B3-5B511 =D3*D3
4 300 50 =B4-5B511 =D4*Dd
5 400 65 =B5-5B511 =D5*D5
6 500 70 =BB-5B511 =D6*Db
7 600 70 =B7-5B511 =07*D7
8 700 80 =BB-5B511 =DE*D8
9
10 |Sum =5UM(B2:B8) =5UM(C2:C8) =5UM(D2:D8) =5UM(E2:EB)
11 |Average =AVERAGE(B2:B8) =AVERAGE(C2:CB) =AVERAGE(D2:D8) =AVERAGE(EZ:EB)
12 Coefficients Std. Err. t
13 Slope =F10/E10 =113/SQRT(E10) =B13/C13
14 |Intercept =C11-B13*B11
12

F G H | ]
1 |Xdev™Y Pred Resid ResidSq Ydevsq
2 =D2*C2 =5BS14+5BS13*B2 | =C2-G2 =H2*H2 =(C2-SC511)*(C2-5CS11)
3 =D3*C3 =5B514+5B513*B3 | =C3-G3 =H3*H3 ={C3-5C511)*{C3-5C511)
4 |=D4*C4 =5B514+5B513*B4 | =C4-G4 =H4*H4 ={C4-5C511)*{C4-5C511)
5 |=D5*CS =$B514+3B513*B5  =C5-G5 =H5*H5 =(C5-3C511)*{C5-3C511)
6 =DB6*CBH =5B514+5B513*B6  =C6-G6 =H6*H6 ={C6-5C511)*(C6-5C511)
7 | =D7*C7 =5B514+5B513*B7 | =C7-G7 =H7*H7 ={C7-5C511)*{C7-5C511)
g =D3*C8 =5B314+45B513*B8  =C8-G8 =H3*H8 =(C8-8CS11)*(C8-5C5811)
9
10 | =SUM(F2:F8} =SUM(G2:G8) =SUM(H2:H8) =SUM(12:18) =5UM(J2:18)
11 =AVERAGE(F2:F8) =AVERAGE(G2:G8) =AVERAGE(H2:H8) =AVERAGE(12:18) =AVERAGE(J2:18)
12 Regression statistics
13 5 =SQRT(I110/{COUNT{E2:B8)-2))
14 R-squared =1-110/110

-
n

Save your work one of these ways:

1. Click the Office Button, then choosav® or Save 8. Use Save @instead if you want to
keep Assignment 1 and Assignment 1A separate.
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or
2. Pres€ +S (This overwrites the old file. There is no kegke shortcut for Save As).

Now you have a template that can do regressiongii@edyou test statistics, just like SAS! Wow!
Interpretation

Based on the t-value you got, in comparison withdfitical t-value of 2.57 at the 5% significanegél,
what can you say about whether or not the trueesboefficient is equal to 0?

Write a paragraph in which you describe the assiomptyou have to make about the error e in the
equation Y = + X+e in order to make your statement.

Maybe an example of Type | error in hypothesis testg
Once your spreadsheet is saved and printed, yoplagirwith it. Here is one more part to assignment
1A. 1t will show how the template works with newtd, and it will illustrate Type | error in hypo#gig

testing.

Minimize Excel by left-clicking on the near the window’s upper right corner. You can ree® the
desktop again.

Start your web browser and golttip://hspm.sph.sc.edu/Courses/J716/DatalA.html
Copy, print, or write down the new data.

Click on the Excel button on the task bar at thiéddmo of your screen to restore your spreadsheitieto
screen.

Paste in the new data on top of the old data inrang B and C, or type the new Y values into cefls C
through C8. Type right over the old values.

When all seven Y values are replaced, write dovermeaw slope, intercept?Rand t-value. Based on
your t-value, is your slope significantly differeindm 07?

Assignment 1A checklist:
1. Turn in the printout you made when you savedm@nted with the original data.

2. Report your t-value, your conclusion aboytaind your supporting paragraph (see above, under
Interpretation).

3. Report the slope, intercept;, Rnd t-value you got with the second set of datiaat do you
conclude about the truefor these data?

Another file you can download from a link on thdlalyus is 716-Philosophy of Hypothesis Testing.pdf.
This delves into the philosophy of hypothesis tegtivhich may help you with your answers to items 2
and 3.



